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Introduction

There has been recent interest in learning visuomotor controllers that map raw sensor input
directly to control actions using deep learning [1, 2, 3, 4, 5, 6, 7, 8, 9]. For example, the authors
in [1] train a visuomotor controller that can guide the robotic hand to a good grasp or place a cap
on a bottle using image feedback [2, 7]. The advantage of a low-level visuomotor controller for
manipulation is that it can correct for unexpected disturbances in the environment such as object
motion during grasping or avoid collision with an unexpected object. Even if the environment
does not change during the manipulation, visuomotor controllers can be useful to compensate for
perceptual or kinematic errors in the robot arm due to noisy joint encoders [1].
Deep learning approaches typically require a large amount of data to train a model. However,
collecting training experience on the real robot is time consuming and requires human intervention
[7, 8]. There have been advances in learning policies in simulation using Reinforcement Learning
(RL) [3, 10, 11, 12, 13]; however, fundamental challenges remain, including sample inefficiency,
slow convergence and hyperparameter tuning. Instead of using RL, we propose learning the
value function or policy directly by planning the trajectories in simulation and generate training
experience along these trajectories. A planner with full state feedback could be used to find
collision free trajectories for the robotic hand from a random initial configuration to reach a
target configuration (e.g. an object to be grasped or the top of a bottle to place a cap on it). We
can then use observations with actions along these trajectories to train a policy. Alternatively, we
can learn a q-function, where we use the planner to calculate the value of a state (e.g. the number
of steps to reach the target).
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Our prior work

A major problem with many existing approaches for robotic manipulation is that they perform
one-shot prediction of the target location and thus cannot learn dynamic correcting behaviors
that respond to changes in the environment, such as object motion. In contrast to one-shot grasp
detection, closed-loop controllers have the potential to react to the unexpected disturbances of the
object during manipulation that often cause failure (e.g. a failed grasp). Prior work by Levine et
al. [8] used supervised deep networks to learn a closed-loop manipulation policy. However, their
approach has two major drawbacks. First, it requires visual data that observes the scene from
a specific viewpoint with respect to the robot and the scene. This makes it difficult to adapt
the learned policy to a different scene, e.g., a different table height or orientation relative to the
robot. Second, their approach requires two months of real world training experience, which is
often impractical.
In our prior work we learn closed-loop visuomotor controllers in simulation for manipulation
using depth image feedback [1, 2] that is able to compensate for disturbances in the environment
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